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 If all the member tables referenced by a partitioned view are on the same server, the view is a local 

partitioned view. 

 If the member tables are on multiple servers, the view is a distributed partitioned view. Distributed 

partitioned views can be used to spread the database processing load of a system across a group of 

servers. 

 Partitioned views make it easier to maintain the member tables independently. For example, at the 

end of a period:  

 The definition of the partitioned view for current results can be changed to add the newest 

period and drop the oldest period. 

 The definition of the partitioned view for past results can be changed to add the period just 

dropped from the current results view. The past results view can also be updated to remove 

and archive the oldest period it covers.  

 When you insert data into the partitioned views, the sp_executesql system stored procedure can be 

used to create INSERT statements with execution plans that have a high chance of being reused in 

systems with many concurrent users. 
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1. Initial rollout: Single SQL Server / Single SQL Database -- March 2nd, 2009 
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Includes: 
 3 IIS Load balanced servers 

 Single SQL Server – includes B2B/C, Customer tables, and Application tables, Tracking Database tables 

 Allocated Memory: 2048M “Cust/Opt” SQL Server, 1024M “Unused” SQL Server 

 Cust/Application SQL Server CPU‟s: Quad     Unused SQL Server CPU‟s: Dual  

 Each SQL Server contains 2 Controllers; each Controller contains 2 Channels: 

 Controller 1, Channel 1: O/S & SQL Server 

 Controller 1, Channel 2: SQL Data 

 Controller 2, Channel 1: SQL Txn Log 

 Controller 2, Channel 2: SQL Backups     

 Allocated Disk Storage Cust/Application SQL Server:  

2-18 Gig Mirrored for OS and SQL server 

2-18 Gig Mirrored for SQL Transaction Log 

4-18 Gig Mirrored Backup 

6-18 Gig RAID5 for Data 

 Allocated Disk Storage “unused” SQL Server:  

2-18 Gig Mirrored for OS and SQL server 

2-18 Gig Mirrored for SQL Transaction Log 

4-18 Gig Mirrored Backup 

6-18 Gig RAID5 for Data 

 Each WEB Server will be assigned the same CommonDSN pointing to the same Virtual IP address (Load 

Balanced) 

 Each WEB Server will be assigned the same CustomerDSN pointing to the same SQL Server (no Load 

Balance)
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2. Dual SQL Servers / Dual SQL Databases – Spring 2009 

 

 

 

 

 

 

 

 

      
  

 

 

 

 

 

 

 
 

 
Includes:  
 3 IIS Load balanced servers 

 2 SQL Servers 

 1 B2B/C Customer database, Tracking Database tables  

 1 B2B/C Application database, Tracking Database tables 

 Allocated Memory: 1024M “Customer” SQL Server, 2048M Application SQL Server 

 Customer SQL Server CPU‟s: Dual     Application SQL Server CPU‟s: Quad  

 Each SQL Server contains 2 Controllers; each Controller contains 2 Channels: 

 Controller 1, Channel 1: O/S & SQL Server 

 Controller 1, Channel 2: SQL Data 

 Controller 2, Channel 1: SQL Txn Log 

 Controller 2, Channel 2: SQL Backups     

 Allocated Disk Storage Customer SQL Server:  

2-18 Gig Mirrored for OS and SQL server 

2-18 Gig Mirrored for SQL Transaction Log 

4-18 Gig Mirrored Backup 

6-18 Gig RAID5 for Data 

 Allocated Disk Storage “Application” SQL Server:  

2-18 Gig Mirrored for OS and SQL server 

2-18 Gig Mirrored for SQL Transaction Log 

4-18 Gig Mirrored Backup 

6-18 Gig RAID5 for Data 
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3. Redundant Application Database(s) – Summer 2009 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 
 

 

Includes: 
 3 IIS Load balanced servers 

 “n” SQL Servers  

 1 B2B/C Customer database, Tracking Database tables   

 “n” B2B/C Application databases, Tracking Database tables   

 Allocated Memory: 1024M “Customer” SQL Server, 2048M Application SQL Server(s) 

 Customer SQL Server CPU‟s: Dual     Application SQL Server CPU‟s: Quad 

 Each SQL Server contains 2 Controllers; each Controller contains 2 Channels 

 Controller 1, Channel 1: O/S & SQL Server 

 Controller 1, Channel 2: SQL Data 

 Controller 2, Channel 1: SQL Txn Log 

 Controller 2, Channel 2: SQL Backups     

 Allocated Disk Storage Customer SQL Server (to be determined):  

 Allocated Disk Storage “Application” SQL Server(s) (to be determined):  

 May require upgrades to: 

 High end SQL Server Hardware 

 Increased # of Controllers/Channels 
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4. Multiple FilesGroups/Files & Distributed Partitioned Views across Multiple Arrays w/ Load 

Balanced Application SQL Servers – Fall 2009 
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Includes:  
 3 IIS Load balanced servers 

 2 SQL Servers 

 1 B2B/C Customer database, Tracking Database tables   

 1 B2B/C Application database, Tracking Database tables 

 Allocated Memory: 1024M “Customer” SQL Server, 2048M Application SQL Server 

 Customer SQL Server CPU‟s: Dual     Application SQL Server CPU‟s: Quad  

 Each SQL Server contains 2 Controllers; each Controller contains 2 Channels: 

 Controller 1, Channel 1: O/S & SQL Server 

 Controller 1, Channel 2: SQL Data 

 Controller 2, Channel 1: SQL Txn Log 

 Controller 2, Channel 2: SQL Backups 

 Allocated Disk Storage Customer SQL Server (to be determined) 

 Allocated Disk Storage “Application” SQL Server (to be determined) USE master 

 Prep FILEGROUPS / FILES -- The following example creates a database with a primary data file, a user-

defined filegroup, and a log file. The primary data file is in the primary filegroup and the user-defined 

filegroup has two secondary data files. An ALTER DATABASE statement makes the user-defined filegroup 

the default. A table is then created specifying the user-defined filegroup.  (see detail on next page) 

 May require upgrades to: 

 High end SQL Server Hardware 

 Increased # of Controllers/Channels 
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(cont‟d from previous page)  

Multiple FilesGroups/Files & Distributed Partitioned Views across Multiple Arrays – Fall 2009 

 

 Create the database with the default data filegroup and the log file. Specify the growth increment and the max 

size for the primary data file: 

CREATE DATABASE TurnerProd 

 ON PRIMARY 

   ( NAME='TurnerProd_Primary', FILENAME='c:\mssql7\data\TurnerProd_PRM.mdf', SIZE=4, 

     MAXSIZE=10, FILEGROWTH=1),  

FILEGROUP TurnerProd_FG1  

   ( NAME = 'TurnerProd_FG1_Dat1', FILENAME = 'd:\mssql7\data\TurnerProd_FG1_1.ndf', SIZE = 

1MB, 

     MAXSIZE=10, FILEGROWTH=1),  

   ( NAME = 'TurnerProd_FG1_Dat2', FILENAME = 'e:\mssql7\data\TurnerProd_FG1_2.ndf', SIZE = 

1MB, 

     MAXSIZE=10, FILEGROWTH=1) 

   ( NAME = 'TurnerProd_FG1_Dat3', FILENAME = 'f:\mssql7\data\TurnerProd_FG1_3.ndf', SIZE = 

1MB, 

     MAXSIZE=10, FILEGROWTH=1) 

   ( NAME = 'TurnerProd_FG1_Dat4', FILENAME = 'g:\mssql7\data\TurnerProd_FG1_4.ndf', SIZE = 

1MB, 

     MAXSIZE=10, FILEGROWTH=1) 

 LOG ON 

   ( NAME='TurnerProd_log', FILENAME='c:\mssql7\data\TurnerProd.ldf', SIZE=1, MAXSIZE=10,  

     FILEGROWTH=1) 

GO 

 ALTER DATABASE TurnerProd 

MODIFY FILEGROUP TurnerProd_FG1 DEFAULT 

GO 

 Create a table in the user-defined filegroup. 

USE TurnerProd 

CREATE TABLE Customers_1 

( cust_no int PRIMARY KEY,  

  cust_name char(8) ) 

ON TurnerProd_FG1 

GO 

 To add or remove files and filegroups to a database –or- to modify the attributes of files and filegroups, such 

as changing the name or size of a file: 

ALTER DATABASE database 

{ ADD FILE <filespec> [,...n] [TO FILEGROUP filegroup_name] 

| ADD LOG FILE <filespec> [,...n] 

| REMOVE FILE logical_file_name  

| ADD FILEGROUP filegroup_name 

| REMOVE FILEGROUP filegroup_name 

| MODIFY FILE <filespec> 

| MODIFY FILEGROUP filegroup_name filegroup_property 

} 

filespec:  (NAME = logical_file_name [, FILENAME = 'os_file_name' ] [, SIZE = size] [, MAXSIZE = { 

max_size | UNLIMITED } ] [, FILEGROWTH = growth_increment] ) 

 Distributed Partitioned View Preparation 

 Setup Linked Servers one Nodes 1-n : EXEC sp_addlinkedserver (for each node 1-n) 

 Postpone requesting meta data until data is actually needed : EXEC sp_serveroption „node#‟, „lazy 

schema validation‟, true 

 Create the partitioned tables on each node 1-n  

 Node 1: CREATE TABLE CustomersAF CONSTRAINT CHECK (customerid BETWEEN 

„AAAAA‟ and „FZZZZ‟) 

 Node 2: CREATE TABLE CustomersGP CONSTRAINT CHECK (customerid BETWEEN 

„GAAAA‟ and „PZZZZ‟) 

 Application data is refreshed frequently across all Application SQL Servers (verified Data Collection 

data may be pushed frequently throughout the day)    

 Create the partitioned views on each node 1-n 
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 CREATE VIEW Customers AS  

SELECT * FROM CustomersAF UNION ALL 

SELECT * FROM CustomersGP UNION ALL 

SELECT * FROM “n”  
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5. Cluster Server w/ Redundant Application Database(s) and Enterprise Storage – Spring 2010 
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